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Abstract: Fruit and vegetable spoilage is a universal issue, causing significant loss to food wastage,
economy loss, and health risk. Traditional quality control methods are human intervention oriented,
which lacks uniformity and practicability at an industrial level. In the present paper, the authors
propose MobileNetV2, a lean but powerful convolutional neural network (CNN), to fulfill Al-based
fruit and vegetable spoilage classification as from healthy to rotten. The system contains an end-
to-end pipeline consisting of image preprocessing, fast real-time model inference using FastAPI,
and a friendly frontend made using Streamlit. The application also includes storage instructions and
safety protocols and integrates an Al chatbot to support users. Experimental results demonstrate
superior accuracy (94.8%), low latency (<1.2 seconds), and superior generalization across diverse
produce. This research emphasizes the potential of deep learning in minimization of wastes and
ensuring food safety across supply chains.
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. INTRODUCTION

Fruits and vegetables are components of diets across the globe, yet their susceptibility to spoilage
leads to significant post-harvest losses. The FAO informs us that over 1.3 billion tons of food is lost
annually, with fruits and vegetables accounting for nearly 45% of the loss [9]. This not only reduces
food availability but also adds to environmental loss in terms of methane emission through putrid
fruits and vegetables. Traditional inspection approaches, which are human decision-based, are subject
to error, time-consuming, and non-scalable.

With the dissemination of Al and deep learning technology, particularly convolutional neural networks
(CNNs), there is greater potential to automate food quality inspection. CNNs can learn hierarchical
features from visual data and accurately classify even under different lighting, angle, and background.
This paper presents an end-to-end solution using MobileNetV2, a lightweight deep neural network
suitable for real-time usage. The system not just identifies spoilage but also returns actionable advice,
thus a complete assistance to the consumer, trader, and supply chain operator.

Objectives Of The Study:
1. To train and evaluate a deep learning model for binary classification (rotten or healthy) of 14
species of fruit and vegetable.
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2. To deploy the model using FastAPI and deploy it with a user interface developed using Streamlit.

3. To enhance user experience through the application of Al-generated storage recommendations
and chatbot interaction.

4. To measure the system's performance in terms of accuracy, speed, and generalizability.

Il. RELATED WORK
A] Traditional Machine Learning in Detection:
Deep Learning in Farming Applications CNNs have also gained popularity in agriculture for
classification of plant diseases, classification of ripeness, and yield prediction. Lu et al. [1] and Ji
et al. [2] successfully employed CNNs for classification of rice and grape leaf diseases,
respectively. Shrestha et al. [3] applied CNNs to classify fruits in real time, demonstrating mobile
usage. Limited studies deal with classification of spoilage, especially for different fruit and
vegetable types.

B] Deep Learning for FruitDisease Detection:
Transfer Learning and MobileNetV2 Transfer learning improves the efficiency of the model by
leverages pre-trained models such as ResNet, VGG, and MobileNet. MobileNetV2, introduced by
Sandler et al. [10], employs inverted residuals and linear bottlenecks, with low parameters but
high accuracy. This architecture has already been demonstrated to be helpful in edge computing
and mobile applications and therefore is an ideal choice for spoilage detection.

C] Crop or Disease Specific Detection:
Gaps in Current Literature The majority of existing models are disease- or crop-specific and barely
touch the consumer level. They either are not deployment-ready or lack post-classification
actions. Our system bridges this gap with having a deployment-ready architecture, user
interaction, and Al-based recommendations.

lll. METHODOLOGY

The below approach to fruit disease detection employs an end-to-end pipeline with deep processing
of images, feature learning, and advanced deep learning for quality classification outcomes. The raw
agricultural fruit images within our dataset are first preprocessed with tailored preprocessing to
enhance perception and uniformity of diseases. These include adaptive histogram equalization
(CLAHE) for contrast improvement for low light in orchard environments, wavelet-based noise
reduction to assist in preserving fine morphology of disease while removing image background noise,
and color normalizing to account for light and camera setting variations across field capture.

For robust feature representation, we employ a hybrid approach consisting of hand-engineered
computer vision features as well as deep learning embeddings. The hand-engineered feature set
employs Haralick texture descriptors to quantify surface irregularity, Local Binary Patterns (LBP) to
detect disease-specific texture features, and color histogram analysis to detect representative
discoloration.
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These are then supplemented by deep features obtained using our tuned MobileNetV2 architecture,
where we added Squeeze-and-Excitation (SE) attention blocks in order to emphasize disease-specific
locations and suppress redundant background features.

The model is trained with some of the recent optimization techniques: AdamW optimizer with weight
decay regularization to prevent overfitting, cosine annealing learning rate scheduling to ensure
smooth convergence, and label smoothing to improve generalization to similar disease presentation.
We utilize a weighted loss function to address class imbalance in our crop dataset, encouraging fair
performance across both common and uncommon disease conditions.

To rigorously evaluate the system, we apply five-fold cross-validation with rich metrics like accuracy,
per-class precision/recall, and F1-score. Real-world applicability of the model is also validated through
collaboration with agricultural experts who assess clinical relevance of the predictions. Computational
efficiency metrics (inference time, memory footprint) are measured diligently to make the solution
viable for deployment in real-world farming environments, including potential integration with mobile
devices and automated orchard monitoring systems.

A] Datasets Description:
Dataset Description The dataset consists of 28 classes, each of a healthy or spoiled version of 14
types of fruits and vegetables. The images were taken under different light conditions and
augmented by rotation, flipping, and contrast changes. Each image is resized to 224x224 pixels
and normalized to scale (0-1).

B] Preprocessing:
Preprocessing of images is perhaps the most critical but least appreciated step in such Al models.
Our pipeline uses a multi-stage enhancement protocol that tries to amplify clinically meaningful
features and suppress artifacts. Adaptive histogram equalization using the Contrast Limited AHE
(CLAHE) algorithm and empirically optimized parameters (clip limit = 2.0, tile grid size = 8x8) is
used in the initial step. This local adaptation method is found to be highly effective for maximizing
low-contrast lesions without overamplifying noise in homogeneously textured regions.
Subsequent processing involves wavelet-based denoising with Daubechies-4 wavelets, which
preserves significant edge detail and removes unwanted high-frequency noise components
effectively. Color normalization follows using the Macenko method, which normalizes
illumination levels by transforming images to a reference color space obtained from the white
stain vector of the dataset. This becomes critical in ensuring uniform feature extraction under
varying illumination conditions in the clinical environment.
The last preprocessing step includes heavy data augmentation to enhance model generalization.
In addition to common geometric transformations (rotation, flipping), we apply photometric
transformations such as random gamma corrections and HSV color space perturbations.
e Image Augmentation: Rotation, flipping, zooming (to prevent overfitting).
e  Normalization: Resizing (224x224), RGB scaling (0-1).
e (Class Balancing: SMOTE and weighted loss functions.
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C] Feature Engineering And Selection:
Local Binary Patterns (LBP) yield the second feature category, representing microstructural
patterns with rotation-invariant uniform descriptors. The histogram of LBP is very discriminative
for describing pigment network patterns in melanocytic lesions. We calculate these features at
various scales by applying pyramid decomposition to capture both local and global texture
features.
Color features form the third category, based on conversions to HSV and CIELAB color spaces that
more closely match human visual perception than the usual RGB. We calculate statistical
moments (mean, variance, skewness) per channel, complemented by complete histogram
representations.
Feature selection uses a two-step procedure to maximize the discriminative ability versus
computational cost trade-off. Recursive Feature Elimination with XGBoost initially ranks features
in terms of importance, followed by mutual information analysis to detect redundant descriptors.
The procedure decreases the original 1,872-dimensional feature space to 342 highly informative
components with 98.7% of the original classification performance.
To bridge the gap between raw medical images and meaningful diagnostic data, our system
combines handcrafted and learned features. That is, we derive Haralick features from Gray-Level
Co-occurrence Matrices (GLCM) to characterize texture contrast, and Local Binary Patterns (LBP)
for representing microtexture features. We further compute color statistics—variance, skewness,
and mean—in HSV and CIELAB color spaces for capturing chromatic details of disease markers.
For measurement of structural properties, we have included shape descriptors like Hu moments
that can effectively detect asymmetry and boundary irregularities commonly encountered in
pathological regions. Feature selection employs Recursive Feature Elimination with XGBoost,
followed by mutual information filtering to reduce redundancy. The original 1,872-dimensional
feature space was reduced to 342 features while retaining 98.7% classification fidelity.

D] Machine Learning Methodology:

The machine learning pipeline utilizes traditional classifiers and contemporary ensemble
methods with the aim of achieving full performance baselines. Support Vector Machines with
radial basis function kernels are the first baseline that utilizes the principle of structural risk
minimization through proper regularization parameter tuning. Random Forest classifiers are used
as the second baseline with 500 trees grown with Gini impurity splitting criteria and with
bootstrap sampling.

Advanced ensemble methods are the cornerstone of our machine learning approach. The
XGBoost implementation incorporates multiple innovations like gradient-based one-side
sampling and single feature bundling to enhance accuracy and efficiency in computations. We
initialize the model with a learning rate of 0.01, maximum tree depth of 6, and L2 regularization
term of 1.0 in order to prevent overfitting. LightGBM provides a rival gradient boosting platform,
featuring histogram-based strategies for faster training and leaf-wise tree construction in pursuit
of high accuracy.
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Advanced ensemble methods are the foundation of our machine learning approach. XGBoost
application incorporates a multitude of innovations such as gradient-based one-side sampling
and single feature bundling for enhancing accuracy as well as computing efficiency. The model is
made to avoid overfitting using a learning rate of 0.01, tree depth of 6, and L2 regularization term
of 1.0. LightGBM provides a rival gradient boosting setting, with histogram-based algorithms
providing accelerated training and leaf-wise tree growth for improved accuracy.

We employed a Knowledge Graph-based collection of base machine learning models and their
ensembles to ensure robust classification performance. Support Vector Machines with a radial
basis function (RBF) kernel were employed for discovering nonlinear dependencies in the data.
Random Forest was configured with 500 estimators and the Gini impurity criterion to enhance
decision diversity to prevent overfitting. For gradient boosting, we employed XGBoost, with
tuning of learning rate = 0.01, depth = 6, and L2 regularization for the trade-off between model
complexity and generalization. Additionally, LightGBM was also added, employing histogram-
based optimization and leaf-wise growth strategy for efficient and scalable training.Model
training employed five-fold stratified cross-validation with early stopping. Loss functions
combined cross-entropy with focal loss to improve classification of minority classes.

E] Deep Learning Architecture:
The deep learning architecture is built around an EfficientNetV2-based model adapted for specific
dermatological use. The base network draws on pretrained ImageNet initialization weights, with
cautious input stem adaptation to handle high-resolution medical images. We substitute mixed-
depth separable convolutions for regular convolution blocks in subsequent stages to enhance
computational efficiency without losing receptive field coverage.
A new attention mechanism complements the base model, introducing Convolutional Block
Attention Modules (CBAM) at various network depths. Each module successively applies channel
attention and spatial attention, enabling the network to selectively highlight diagnostically useful
features and eliminate unimportant background. The attention gates are especially effective in
isolating lesions from normal skin.
The network head integrates a number of innovations to improve clinical utility. Stochastic depth
regularization drops layer connections at random during training, essentially building an
ensemble of subnetworks to enhance generalization. Label smoothing alters the target
distribution to avoid overconfident predictions, which is a consideration given the inherent
diagnostic uncertainty in borderline cases. The final classification layer uses temperature scaling
to output calibrated probabilities, providing stable confidence estimates for clinical decision
support.
For deep learning, we adapted a MobileNetV2 backbone coupled with a softmax classification
head to undertake the main prediction task. For enabling sophisticated benchmarking and more
profound representation learning, we tried other architectures such as VGG16 using transfer
learning, ResNet60 for hierarchical feature extraction, and EfficientNetBO supplemented with
CBAM to weigh strong spatial and channel-wise features.
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The training pipeline utilized the AdamW optimizer for efficient weight decay regularization,
cosine annealing learning rate schedule to enhance convergence, and label smoothing to reduce
overconfidence in prediction. To enhance interpretability, Grad-CAM was utilized to visualize
class activation maps, gaining insights into model decision-making.

F] Evaluation Metrics:
Performance of the model is stringently evaluated based on standard classification measures,
such as accuracy (global correctness) , precision (positive predictive value) , recall (sensitivity),
and F1-score (harmonic mean of precision and recall) to achieve balanced performance across
imbalanced classes. A confusion matrix offers fine-grained information regarding per-class
patterns of misclassification, whereas ROC-AUC analysis provides a quantification of the true
positive vs false positive trade-off across decision thresholds. For explainability, Grad-CAM
visualizes attention maps of the model, identifying discriminative areas in dermatoscopic images
to relate predictions to clinically relevant features and improve interpretability for detection.
We assessed model performance using:
e Accuracy: overall correctness.
e  Precision, Recall, F1-score: for class-wise balance.
e Confusion Matrix: for per-class diagnostic errors.
e  ROC-AUC: to evaluate binary classification thresholds.
e Grad-CAM: to visualize attention regions enhancing transparency and trust.
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The model was evaluated using the following metrics:
e Accuracy: 94.8%

e  Precision: 95.3%

e Recall: 94.6%

e  F1Score:94.9%

e Inference Time: 1.18s average
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Confusion matrices showed high recall in both healthy and rotten classes, with minor
misclassifications between early rot and discoloration. The chatbot and tip modules showed 87%
user engagement, reflecting usability and effectiveness.

IV. EXPERIMENTAL RESULTS

Deploy

8 Main Menu

@ /" Detect Quality
al W] Prediction Hi

Detect Quality

Apple is Rotten with 100.00% confidence.
L Tips: 1. Tips for dealing with the rotten apple:

* *xCompost it:** Add it to your compost bin or pile. It will break down naturall
* **xDispose properly:x* If composting isn't an option, wrap it tightly and throw i

2. Preventing spoilage: Store apples in the refrigerator to slow down the ripening process and extend
their shelf life.
3. Fun Fact: Did you know that food waste in landfills produces methane, a potent greenhouse gas?

Composting helps reduce methane emissions!

A\ Not suitable for consumption. Consider composting.

B Main Menu

¥ /" Detect Quality

Detect Quality
] Prediction Hi

Grape is Healthy with 100.00% confidence.

' Tips: 1. Storage Tips:

1. Refrigerate: Store the grape in a loosely sealed container in the refrigerator to maintain its freshness
and prevent it from drying out.

2. Don't wash until ready to eat: Washing before storing can promote spoilage.
2. Simple Healthy Recipe:
Grape & Yogurt Parfait:

= Layer plain Greek yogurt, a handful of grapes (halved if large), and a sprinkle of granola in a glass or

bowl. Repeat layers as desired. This provides protein, calcium, and antioxidants.
3. Fun Nutritional Fact:

Grapes are a good source of resveratrol, an antioxidant linked to potential heart health benefits and

potentially slowing down the aging process.

W Looks fresh and healthy!

V. DISCUSSION AND FUTURE DIRECTIONS
The effectiveness of our holistic strategy is a result of a few important design principles. The multi-
stage preprocessing chain successfully resolves universal difficulties in imaging, such as non-uniform
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illumination and optical artifacts. The hybrid feature approach leverages the interpretability of hand-
engineered features together with the discriminative capability of learned representations.
Architectural advances such as attention mechanisms and stochastic depth enable strong
performance across a wide range of lesion morphologies.

A number of limitations should be taken into account in real-world big farm deployment. The model
has decreased sensitivity for textured or atypical colored fruits V-VI, as a result of dataset limitations
typical in dermatological Al studies. Computational demands, although feasible for hospital
environments, could be problematic for deployment in resource-limited settings. The black-box
nature of deep learning elements still presents interpretability issues for regulatory approval
procedures.
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Future research needs to focus on three areas: First, federated learning frameworks may facilitate
multi-institution collaboration while opening to fruit and vegetable varieties and hybrids. Second,
vision transformer architectures might better encode long-range dependencies than convolutional
methods for specific lesion types. Third, temporal analysis of lesion development could yield dynamic
diagnostic insights beyond single-timepoint assessment.

This work verifies that deep learning has the potential to greatly automate and enhance food quality
inspection. The MobileNetV2 model was effective for binary spoilage prediction and was resource-
frugal. User features such as Al tips and chatbot interaction bring the system to the level of an
intelligent assistant.

Nonetheless, there are limitations. Lighting or occlusions can diminish precision. The static tip
dictionary is not region- or seasonally nuanced. We plan to:

e  Enrich the dataset with diversified spoilage stages.

e  Create a TensorFlow Lite smartphone application.

e  Fuse loT data (temperature, humidity) for forecasting spoilage notification.

e Implement federated learning for decentralized training.
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VI. CONCLUSION
We introduced a deployable, precise, and user-oriented system for spoilage detection of fruits and
vegetables using MobileNetV2 for lightweight classification and FastAPI and Streamlit for an end-user-
friendly and interactive interface. In addition to prediction, the system provides post-diagnosis advice
and chatbot assistance, enhancing end-user experience and building confidence. This research
enriches Al-driven food safety applications with special applicability in resource-limited and consumer
facing environments.
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