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Abstract: Workplace safety remains a major concern in industrial and construction zones, where 

ensuring that workers consistently wear Personal Protective Equipment (PPE) is essential to reduce 

the risk of injury. Manual monitoring methods are often inefficient, inconsistent, and prone to 

human error. In this work, we propose a lightweight, cost-effective PPE detection system that 

operates entirely on-premise, leveraging the capabilities of the YOLOv8 object detection model. The 

system is designed to function on commonly available computing devices such as personal laptops 

and desktop systems, without relying on expensive cloud-based solutions or specialized hardware 

like GPUs or edge accelerators. Through real-time processing of video streams—either live from a 

webcam or pre-recorded—the system identifies critical PPE elements, including helmets, vests, and 

gloves, using advanced computer vision and deep learning techniques. Unlike traditional cloud-

deployed models that raise privacy and data security concerns, this approach ensures complete 

data residency and confidentiality, as all computations are performed locally. Additionally, the 

system maintains high detection accuracy and real-time performance even under varying lighting 

and background conditions commonly found in industrial environments. A modular software 

architecture ensures easy customization and scalability, making it suitable for small workshops as 

well as large-scale manufacturing units. Field evaluations confirm that the system reliably flags PPE 

violations and logs compliance data, allowing for automated reporting and actionable insights. This 

research underlines the potential of deploying AI-based safety systems on accessible hardware, 

democratizing safety compliance technologies for industries of all scales and budgets. 

 

Keywords: YOLOv8, PPE Compliance, Edge Computing, Real-Time Object Detection, Privacy-

Preserving AI, Workplace Safety Automation, Cost-Efficient Monitoring, Deep Learning, Industrial 

Safety Systems, Local Video Processing. 

 

 

I. INTRODUCTION 

In high-risk industrial and construction environments, the enforcement of Personal Protective 

Equipment (PPE) usage is a fundamental requirement for ensuring worker safety. Despite strict 

regulatory standards and workplace protocols, consistent PPE compliance remains a challenge due to 

human oversight, lack of monitoring resources, and the dynamic nature of such settings. Traditional 

supervision methods often depend on manual observation, which is not only labor-intensive but also 

ineffective in large-scale or fast-paced environments. Consequently, there is a growing demand for 

intelligent, automated solutions that can monitor PPE adherence in real time and reduce the burden 

on human supervisors.Recent advancements in artificial intelligence, particularly in computer vision 

and deep learning, have opened new avenues for automating safety compliance monitoring.  
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Object detection models such as YOLO (You Only Look Once) have demonstrated exceptional speed 

and accuracy in identifying visual elements within images and videos. However, many of the existing 

implementations rely on cloud infrastructure for processing, which introduces challenges related to 

data privacy, latency, and additional deployment costs. Moreover, small- to mid-sized industries often 

lack the financial and technical resources to adopt such cloud-dependent solutions. 

This research introduces a novel PPE detection system designed to overcome these limitations. By 

implementing the YOLOv8 model on standard computing hardware such as laptops and desktop PCs, 

the system eliminates the need for external servers or cloud support. It enables real-time PPE 

detection through locally processed video streams, offering a privacy-conscious, low-latency solution 

that is both scalable and cost-effective. The system is capable of detecting essential PPE elements like 

helmets, vests, and gloves, and instantly identifying non-compliance without storing or transmitting 

video data externally.Through extensive testing in simulated industrial environments, the system 

demonstrates strong reliability, efficient performance, and adaptability to real-world scenarios.  

This paper presents the system's architecture, training methodology, deployment strategy, and 

evaluation metrics, highlighting the potential of integrating deep learning-based detection models 

with general-purpose hardware for practical, real-time workplace safety applications. 

 

A. BACKGROUND: 

Wearing personal protective equipment (PSA) has been a crucial aspect of occupational health in 

high-risk industries like manufacturing, chemical processing, and construction.  International and 

local security requirements typically call for protective gear such helmets, gloves, face shields, 

and security vests to lower the chance of mishaps and injuries.  However, up to now, manual 

observation or simple monitoring techniques have been employed to guarantee adherence to 

these safety rules.  Human attention, vision, and inconsistency are inherent limitations of these 

techniques. These limitations are particularly apparent in large or dynamic industrial 

environments where PSA flaws might be identified and have negative consequences. The use of 

cutting-edge technological solutions to automate PSA compliance monitoring has grown in 

popularity as a means of overcoming these challenges.   

Early testing made use of RFID-based devices and portable technology, but these solutions were 

for real-time, costly, or intrusive monitoring in a range of settings.  The advancement of computer 

vision and artificial intelligence has led to the creation of more potent techniques, particularly in 

the area of automated visual learning and analysis.  This has been the series created especially 

for this purpose since the Yoro series, which I have only seen once. The latest addition to the Yolo 

family, Yolov8, expands the capabilities of CPU and GPU devices.  We are looking into this issue 

by developing a comprehensive local PSA PSA monitoring system in real time that works with 

regular laptops and desktops using Yolov8. 

 

B. MOTIVATION: 

Maintaining strict adherence to Personal Protective Equipment (PPE) guidelines is essential to 

safeguarding workers and upholding safety regulations in industrial environments. However, 
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ensuring consistent PPE compliance in real-world scenarios remains a persistent challenge, 

particularly in large-scale or fast-paced operations. Human-based surveillance systems, while 

traditional and widely used, are prone to fatigue, limited visibility, and inconsistency, especially 

when tasked with monitoring vast areas, multiple shifts, or high-density workforces. Workers may 

occasionally skip using safety gear due to discomfort, oversight, or urgency, and manual oversight 

often fails to catch such violations in time. 

We are driven by the need to implement a more clever, effective, and scalable approach in light 

of these constraints. The rise of computer vision and deep learning technologies has paved the 

way for systems that can automatically detect PPE usage in real-time, drastically reducing the 

burden on human supervisors. By using video feeds from existing camera infrastructure, such 

systems can continuously monitor worker compliance without interrupting ongoing operations 

or compromising privacy. The YOLO (You Only Look Once) series has emerged as a leading choice 

for real-time object detection, known for its speed and precision. Among its iterations, YOLOv8 

introduces powerful enhancements such as anchor-free architecture, refined feature extraction, 

and an optimized backbone making it highly suitable for challenging industrial environments. 

These features enable precise recognition even in less-than-ideal circumstances, such as dim 

lighting, occlusions, or different camera angles, which are typical in dynamic work environments. 

Our primary motivation was to develop an accessible and cost-effective PPE monitoring solution 

that doesn’t depend on high-end computing resources or cloud services.  

By deploying YOLOv8 alongside OpenCV for video processing and Tkinter for a simple GUI, we’ve 

built a fully local, standalone application that runs on everyday computers. This opens the door 

for small to mid-sized organizations to implement intelligent safety monitoring without extensive 

infrastructure costs. Ultimately, this project is driven by the vision of democratizing workplace 

safety. Through smart automation, we aim to enable broader adoption of PPE compliance 

systems, enhance worker protection, and support a proactive safety culture across industries—

turning advanced technology into a practical tool for real-world impact. 

 

C. OBJECTIVES: 

The main objective of this project is to develop a real-time PPE detection system using the 

YOLOv8 deep learning algorithm. From video streams or recorded footage, the system seeks to 

automatically detect necessary safety gear, including gloves, helmets, face masks, and safety 

vests. This solution addresses the limitations of manual supervision in industrial settings by 

offering faster, more accurate, and automated safety monitoring.  

Technically, the focus is on optimizing YOLOv8 for high-speed, multi-object detection under real-

world conditions, including low lighting and varying camera angles. The model will be refined 

using a bespoke PPE dataset, and OpenCV will provide seamless video processing.Practically, the 

system includes a simple Tkinter-based GUI, making it user-friendly and accessible to non-

technical users. It is lightweight, platform-independent, and can run on standard Windows or 

Linux systems without requiring high-end hardware. The system is also designed for future 

scalability, supporting potential upgrades like cloud integration or IoT-based monitoring. 
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D. CONTRIBUTION: 

• Designed and implemented a real-time PPE detection system using YOLOv8 with multi-

object tracking.Focused on maximizing detection speed and accuracy in live industrial 

scenarios. 

• Developed a lightweight desktop application using Tkinter for easy, user-friendly operation. 

Enabled users to switch between webcam and video file input with a single click. 

• Integrated OpenCV for real-time frame-by-frame processing of video streams guaranteed 

low latency and seamless operation with a variety of input sources. 

• A custom PPE dataset that was hand annotated was made in order to improve model 

training. Tailored the dataset to common safety gear under diverse lighting and angles. 

• Built the system to run on standard hardware without the need for cloud or edge devices. 

Ensured accessibility for SMEs and budget-limited safety operations. 

 

II. LITERATURE REVIEW 

Some researchers have suggested research with different approaches to construct classification 

models. [1] uses real-time object detection to solve the issue of guaranteeing the proper usage of 

personal protective equipment (PPE) in industrial settings. Traditional PPE monitoring systems often 

rely on cloud-based solutions, which require continuous data transmission and a reliable network 

connection. This paper proposes an edge-computing approach where image analysis is performed on 

an embedded system located near the cameras. This architecture protects worker privacy, increases 

reliability, and uses less bandwidth. The authors develop a prototype using a Raspberry Pi 4 and an 

Intel Neural Compute Stick 2 and evaluate the performance of several deep learning models for PPE 

detection. 

  

[2] deal with the problem of underground miners' protection. They highlight the dangerous conditions 

of underground mining and emphasize the importance of Personal Protective Equipment (PPE) 

compliance. Their approach enhances PPE detection by developing a system that detects the presence 

of PPE and employing pose estimation to ensure appropriate usage.  The authors utilize the YOLO Pose 

v8 algorithm, tailored for miners, and compare it with other models for PPE detection. The study 

places a strong emphasis on using edge computing to process data in real time for quick analysis.  This 

research contributes an integrated system that improves the accuracy and reliability of PPE detection, 

reducing occupational hazards and enhancing miner safety. 

 

[3] Talk about the issue of construction workers not wearing their helmets correctly.  They suggest 

YOLO-ESCA, a standard helmet wear detection model built on top of enhanced YOLOv5n. The strategy 

uses UAVs to track workers' helmet wear in real time and automatically process video stream 

detection. The authors created a dataset of 4400 images and improved the YOLOv5n model by 

incorporating the EIOU-loss function, Soft-NMS, and the CBAM module, and adding a small target 

detection layer. According to the testing results, the enhanced model, with a model size of 4.47 MB, 

obtains an FPS of 65.3 and a mAP@0.5 of 94.7%. 
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[4] address the problem of ensuring worker safety through the effective use of Personal Protective 

Equipment (PPE) in challenging industrial environments. They note that workers do not always wear 

PPE, which leads to safety issues. The authors created the MARA-YOLO object detection model, which 

strikes a compromise between speed and accuracy, to address this. This model improves YOLOv8-s by 

include the R-C2F module, the RASFF module, and a revised re-parameterizable backbone. 

Additionally, they produced a brand-new dataset for training and assessment called KSE-PPE. The 

MARA-YOLO model demonstrates improved performance compared to other state-of-the-art models. 

 

[5] introduced You Only Look Once (YOLO), a novel approach to object detection. YOLO reframes 

object detection as a regression problem, predicting bounding box coordinates and class probabilities 

directly from full images in a single evaluation. This strategy differs from earlier techniques that reuse 

classifiers and carry out detection in stages. The YOLO architecture is notable for its speed, with the 

base model processing images in real-time. Furthermore, YOLO demonstrates strong generalization 

capabilities, outperforming other detection methods when applied to different domains. While YOLO 

exhibits fast performance, it is noted to have less localization accuracy compared to state-of-the-art 

systems. 

 

[6] discuss the difficulty of precisely identifying the use of safety helmets, especially in congested and 

complicated settings. The authors suggest YOLOv8n-ASF-DH, an improved YOLOv8n model that 

includes a number of enhancements. These include employing a Dynamic Head (DyHead) in the 

detection head to enhance performance across multiple scales, incorporating a Triplet Attention 

mechanism in the backbone to better focus on small object features, and applying an Attentional Scale 

Sequence Fusion (ASF) structure in the neck to improve feature representation.  

In order to balance the contributions of high- and low-quality samples during training, the authors also 

use the Focal-EloU loss function. According to their experimental findings, the suggested model 

enhances safety helmet detecting capabilities, particularly in difficult situations. 

 

[7] address the problem of Personal Protective Equipment (PPE) detection for construction workers. 

The authors draw attention to the fact that present research usually prioritizes hard hat detection 

over the importance of fluorescent clothing. They offer a new dataset and an improved YOLOv5 model 

to close this gap. To overcome the difficulties of identifying reflecting apparel and overlapping 

bounding boxes, the revised model includes an attention mechanism and an increased loss function. 

Their findings show enhanced performance, especially in the identification of reflective clothes. 

 

[8] provide a deep learning technique for automatically identifying personal protective equipment 

(PPE) in photos of individuals, such as boots, reflective vests, surgical masks, and helmets.  The authors 

identify two typical approaches: training an object detector for PPE items or training a person detector 

combined with a classifier. Their novel approach uses three components: a person detector, a body 

pose estimator, and a classifier. To improve the classifier's prediction performance, the posture 

estimator is only applied during training. The authors add a spatial attention mechanism to the 
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classifier's architecture, which is trained under the pose estimator's supervision. This approach 

improves the classifier's ability to focus on relevant regions for PPE recognition. 

 

[9] Discuss the YOLO network, a deep learning technique that has shown promise in object detection. 

The authors acknowledge that real-world images often present challenges such as noise, blurring, and 

rotation jitter, which can negatively impact object detection accuracy. In this work, the authors 

address the problems of images in real-world shooting such as noise, blurring and rotating jitter. They 

create models of visual degradation and give the example of traffic signs. The authors also compare 

the effects of different degradation models on object detection. To improve the average precision 

(AP) of traffic signs detection in real scenes, they use the YOLO network to train a robust model. 

 

[10] address the problem of ensuring worker safety in industrial settings through real-time verification 

of Personal Protective Equipment (PPE) usage. The authors highlight that despite efforts to improve 

safety, accident rates have plateaued.  They emphasize the importance of PPE usage in preventing 

accidents and propose a cost-effective solution for monitoring PPE in real-time. Their method uses 

item detection and tracking technology on low-cost embedded devices to create alarms when 

personal protective equipment (PPE) is not used. One key element of their methodology that 

distinguishes it from earlier attempts is the use of temporal information for alert generating. 

 

III. METHODOLOGY 

A. SYSTEM ARCHITECTURE: 

The system architecture of a real-time PPE detection system utilizing the YOLOv8 algorithm is 

depicted in the following diagram. 

 
Figure 1: System Architecture 
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Using live video or webcam input, the architecture is made to automatically identify necessary 

safety equipment including helmets, masks, and vests. The user starts the process by entering 

data via a webcam stream or video file. This input is then passed to the backend system, where 

several sequential stages ensure accurate PPE detection.The first stage involves training the 

system with a carefully curated dataset of PPE images. In order to minimize computational 

complexity and draw attention to important aspects, these photos go through preprocessing, 

which includes grayscale conversion.   

The system identifies the salient features of the PPE objects in the frame by performing feature 

extraction after preprocessing.Next, the YOLOv8 algorithm processes these features to detect 

PPE items in real time.Because of its reputation for speed and accuracy, YOLOv8 is perfect for 

applications involving live monitoring. Finally, the detection results are presented to the user via 

a simple graphical interface, clearly displaying recognized PPE with bounding boxes and labels. 

This architecture ensures that PPE compliance can be efficiently monitored with minimal 

hardware requirements, making it suitable for deployment in diverse industrial environments 

without the need for expensive infrastructure. 

 

B. DATA COLLECTION: 

To develop an accurate and reliable PPE detection model, the quality and diversity of the dataset 

play a crucial role. In this project, a custom dataset was curated to train the YOLO model for 

detecting various PPE components such as helmets, safety vests, gloves, and face masks. The 

information was gathered from a variety of publicly accessible sources, such as open-access 

databases pertaining to the detection of safety gear and independently gathered photos from 

mock industrial settings.Images were gathered to represent a wide range of conditions such as 

varying lighting, different camera angles, multiple worker positions, and partial occlusions to 

enhance the robustness of the model.  

Both compliant and non-compliant scenarios were included, featuring individuals with complete 

PPE kits, partially worn gear, and no safety equipment at all. This balanced distribution ensured 

that the model could accurately distinguish between safe and unsafe cases. Each image was 

annotated manually using tools like LabelImg, where bounding boxes were drawn around the 

specific PPE elements. The YOLO format, which associates each object with its class and frame 

locations, was used to store the annotations.  

The YOLO system learned and generalized PPE identification across various situations thanks to 

the tagged photos that served as its training basis. The Roboflow platform was utilized to curate 

the *Construction Site Safety Image Dataset* from Kaggle, which served as the dataset for both 

training and evaluation. This dataset contains a comprehensive set of labeled images captured in 

actual construction site settings, featuring various classes of personal protective equipment such 

as helmets, safety vests, face masks, and gloves. The images are annotated with precise bounding 

boxes and class labels, making them ideal for object detection tasks. The dataset reflects real-

world complexities, with variations in lighting, camera angles, and levels of PPE visibility, ensuring 

the model is exposed to diverse environmental conditions. 
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The dataset was split into training, validation, and test sets for effective model performance 

evaluation. Data augmentation techniques such as rotation, brightness adjustment, and flipping 

were also applied to increase the variety of training samples and reduce overfitting. This high-

quality dataset was crucial in fine-tuning the YOLOv8 model and enhancing its ability to detect 

PPE accurately and in real-time. This carefully curated and annotated dataset ensured that the 

model was well-equipped to detect PPE with high accuracy in dynamic, real-world industrial 

environments, making the system suitable for deployment in real-world applications. 

Citation: Roboflow Universe Projects. (2023). Construction Site Safety Dataset. Retrieved from 

[https://universe.roboflow.com/roboflow-universe-projects/construction-site-safety] 

 

C. DATASET PREPROCESSING: 

A crucial step in guaranteeing the YOLO model's efficacy for PPE detection is data preprocessing. 

The first step involved resizing the images to a consistent resolution while maintaining their 

aspect ratio. This resizing ensures that all images conform to the fixed input size expected by the 

YOLO model, thus improving the model's performance. To further enhance the model's ability to 

generalize across different scenarios, data augmentation techniques were applied. Random 

rotations, flips (horizontal and vertical), contrast and brightness modifications, and minor 

positional alterations were among them. This variety simulates various environmental conditions, 

such as changes in lighting and the positioning of workers, which are common in real-world 

construction settings. 

Normalization was then performed to standardize the pixel values, which were scaled from the 

original 0-255 range to a 0-1 range by dividing by 255. By eliminating the impact of high raw data 

values, this step speeds up the training process and improves the model's ability to converge. 

Label encoding and annotation conversion were also essential for training the model. Each image 

was annotated using LabelImg, marking PPE items like helmets, gloves, and vests. These 

annotations were converted into YOLO’s specific format, which includes normalized bounding 

box coordinates and class labels, enabling the model to accurately detect the location and 

category of objects. The dataset was then split into three subsets training, validation, and test 

sets. This split ensures that the model is trained on diverse data, validated on a separate set for 

hyperparameter tuning, and evaluated on unseen data for performance assessment.  

Proper handling of image properties, such as width, height, and channels, was done using OpenCV 

and PIL to ensure consistent input size across all images. The YOLO model was then set up with 

custom configurations, using the base model yolov8s along with specific hyperparameters, 

including learning rate, batch size, and the number of epochs. In order for YOLO to function 

correctly, the dataset structure had to be described in a YAML file. Finally, the model was trained 

while closely monitoring various loss metrics such as box loss, class loss, and DFL loss, which were 

used to evaluate and fine-tune the model’s performance. Overall, the preprocessing steps from 

resizing and augmentation to normalization and annotation conversion played a vital role in 

ensuring that the YOLO model received high-quality, diverse, and well-structured data, ultimately 

enhancing the accuracy and robustness of the PPE detection system. 
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D. MODEL TRAINING: 

The Ultralytics library's YOLOv8 (You Only Look Once, version 8) architecture was used to carefully 

plan the model training phase for the PPE detection system. Setting up the environment and 

installing necessary programs, such as PyTorch (with CUDA support), torchvision, torchaudio, and 

Kaggle to access the dataset, was the first step in the process. The dataset used for training was 

the "Construction Site Safety Image Dataset" from Kaggle, which was downloaded, unzipped, and 

structured into distinct directories for training, validation, and testing. 

A dedicated configuration class (CFG) was created to store and manage the hyperparameters and 

training settings. This class defined several key parameters, including the number of epochs 

(EPOCHS=50), batch size (BATCH_SIZE=16), learning rate (LR=1e-3), optimizer type, weight decay 

(5e-4), dropout, and class labels.yolov8s.pt was the foundation model was selected for training; 

it was a small but effective YOLO model variation that performed well on detection tasks yet was 

ideal for light and fast inference.Before beginning the training, a data.yaml file was generated 

dynamically using the configuration class. This YAML file is essential for YOLO as it describes the 

number of classes, the path to the dataset directories, and the class labels such as ‘Hardhat’, 

‘Mask’, ‘Safety Vest’, and others.  

The dataset directory was validated, and sample images were visualized to ensure the data 

integrity and correctness of annotations. Additionally, image properties (like height, width, 

number of channels) were extracted using OpenCV to ensure the model's input dimensions 

matched the expected size. Training was then initiated using the Ultralytics YOLO class by loading 

the pretrained yolov8s.pt weights. Using the given setup, the model was trained on the 

customized dataset. The wandb tool for logging was disabled to maintain a local and self-

contained training setup. During training, YOLO dynamically processed the input images, applied 

data augmentation, calculated losses (box loss, class loss, and DFL loss), and updated weights 

accordingly using the optimizer. As training progressed, confidence ratings, bounding boxes, and 

predictions were stored to directories. To confirm that the system was accurately identifying the 

PPE items across many samples, these findings were then shown.  

A CSV file (training_log_df.csv) including all performance indicators was created after training. 

The best-performing epochs of the model were identified by calculating the lowest values of 

training and validation losses after these logs had been processed and shown using Matplotlib 

and pandas. 

The model's ability to learn the spatial location, categorization, and distribution of detected 

objects was demonstrated by the identification of the optimal box loss, class loss, and DFL loss, 

for example.Finally, the trained model was used for inference on unseen images, and the outputs 

were analyzed to confirm the robustness and reliability of the PPE detection system. The YOLO 

model demonstrated the ability to generalize well across varying conditions such as different 

poses, lighting, and image backgrounds a direct result of both high-quality data preprocessing 

and an effective training pipeline. 
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E. MODEL EVALUATION: 

Over the course of 50 training epochs, the YOLOv8 model which was trained to recognize personal 

protective equipment (PPE) in industrial settings showed strong performance and steady 

progress across all important parameters. The training metrics revealed a clear convergence 

pattern, with significant reductions in all loss components. The box loss, which measures the 

model’s localization accuracy, decreased by 47.2% from 1.3322 to 0.7037. The classification loss, 

which measures how well PPE categories are identified, reduced 77.4%, from 2.1067 to 0.4758. 

Additionally, the Distribution Focal Loss (DFL), responsible for refining bounding box precision, 

declined steadily by 30.9%, from 1.4803 to 1.0223. These reductions highlight the model’s ability 

to learn effective spatial and categorical representations of PPE items over time. 

Precision and recall metrics showed significant improvement as training progressed. The 

precision value increased from an initial 0.57009 to 0.89028, a 56.2% rise, reflecting the model’s 

enhanced ability to reduce false positives. Recall also improved by 48.4%, rising from 0.51634 to 

0.76639, which indicates a greater ability to identify all relevant PPE items in the dataset.When 

taken as a whole, these metrics demonstrate the model's increasing ability to accurately and 

reliably identify and classify PPE items. 

The model's growing detecting power was further demonstrated by the mean Average Precision 

(mAP) data.  The more strict mAP50-95 metric increased from 0.2413 to 0.52937, an amazing 

119.4% improvement, while the mAP at an IoU threshold of 50% (mAP50) improved from 0.50087 

to 0.83979, a 67.7% gain.  These results show that the model not only improved in basic detection 

but also became proficient in handling progressively difficult localization conditions. During 

validation, similar trends were seen, demonstrating the model's ability to generalize to fresh data. 

The validation box loss decreased by 27.7%, from 1.7258 to 1.2483, while the validation 

classification loss reduced substantially by 61.1%, from 1.7522 to 0.68209. Additionally, the DFL 

on the validation set decreased from 1.7088 to 1.3708, a 19.8% decrease. These consistent 

reductions across validation metrics, alongside the narrowing gap between training and 

validation losses, indicate effective generalization with no significant overfitting observed. Such 

alignment between training and validation results also demonstrates the robustness of the model 

and the quality of the dataset used. 

The learning rate strategy adopted during training played a crucial role in achieving these results. 

To promote quick early learning, an adaptive learning rate schedule was put in place, starting at 

roughly 2.4×10⁻⁴ and rising to 6.8×10⁻⁴ throughout the first epochs. Following this warm-up, the 

rate of learning was progressively decreased to 3.5×10⁻⁵ by the last epoch using a cosine decay 

schedule. This strategy allowed for stable convergence and minimized the likelihood of 

overshooting optimal parameter values during training.Toward the end of training, a 

performance plateau was observed, particularly between epochs 40 and 50. During this phase, 

the mAP50 only rose by 1.9%, indicating that the model was beginning to converge. However, 

there was no sign of overfitting because validation performance either remained constant or 

improved during these epochs. This plateau showed that the regularization techniques and 

hyperparameter choices effectively directed the model toward an optimal solution.  
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Overall, the final model performed well with a precision of 0.89028, recall of 0.76639, and mAP50 

of 0.83979.  The model's performance across various IoU thresholds was further demonstrated 

by its mAP50-95 value of 0.52937, which qualified it for use in actual industrial safety applications. 

These results validate the use of YOLOv8 for robust and efficient PPE detection, even when 

trained on standard computing hardware. 

  

 
Figure 2: Model Evaluation Table 

 

IV. FUTURE WORK 

A few enhancements could boost the functionality and effectiveness of the current PPE detection 

system, even though it runs in real-time on standard computer hardware. A primary improvement 

involves expanding the detection scope to include additional PPE items such as safety goggles, ear 

protection, flame-resistant clothing, and steel-toed boots. Training the model with a more diverse 

dataset across various environments would improve its accuracy and adaptability.By adding behavior 

analysis, the PPE detection system may develop into a proactive safety tool that can spot dangerous 

activities like entering restricted areas or operating equipment incorrectly.  

Incorporating multi-object tracking would enhance the monitoring of multiple workers 

simultaneously, especially in crowded settings. From a technical perspective, implementing 

lightweight models like YOLOv8-tiny or MobileNet-SSD would enable efficient deployment on edge 

devices. Hardware acceleration using AI processors or GPUs could further reduce latency and improve 

scalability. Furthermore, the system's coverage in dynamic or distant work environments could be 

increased by implementing it on mobile platforms like wearable cameras or drones.  Faster responses 

to infractions would be made possible via real-time communications and sophisticated alarm systems. 

Finally, integrating analytics dashboards and compliance tracking features would transform detection 

data into actionable insights, empowering safety teams to make informed, data-driven decisions. 
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V. CONCLUSION 

The application and efficacy of a YOLOv8-based personal protective equipment (PPE) detection system 

intended for industrial settings are successfully demonstrated in this study. Through rigorous training 

over 50 epochs, the model showed strong increases in mean Average Precision (mAP), significant 

improvements in precision and recall, and consistent convergence in all loss components. Consistent 

validation performance and the use of an adaptive learning rate schedule show that the model 

generalizes well to new data without exhibiting overfitting. The final trained model achieved high 

accuracy across varying IoU thresholds, confirming its robustness and reliability. A mAP50 of 0.83979 

and a precision of 0.89028 indicate that the system is very capable of detecting PPE in real time. These 

results demonstrate that YOLOv8 is a powerful tool for enhancing workplace security through astute 

video analysis. 

Future work may focus on deployment in live industrial environments, optimizing inference speed, 

and expanding detection capabilities to include more PPE types and complex working conditions. 
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